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Short History of IR
IR = search within doc. coll. for particular info. need (query)

B. C. cave paintings

7-8th cent. A.D. Beowulf

12th cent. A.D. invention of paper, monks in scriptoriums

1450 Gutenberg’s printing press

1700s Franklin’s public libraries

1872 Dewey’s decimal system

Card catalog

1940s-1950s Computer

1960s Salton’s SMART system (trad. search)

1989 Berner-Lee’s WWW (web search)



Traditional Search

Two Primary Goals:

† Clustering documents

† Processing user queries

– find similar documents

– find similar terms



Vector Space Model (1960s and 1970s)

Gerard Salton’s Information Retrieval System
SMART: System for the Mechanical Analysis and Retrieval of Text

(Salton’s Magical Automatic Retriever of Text)

† turn n textual documents into n document vectors d1; d2; . . .; dn

† create term-by-document matrix Am£n = [ d1jd2j. . .jdn ]

† to retrieve info., create query vector q, which is a pseudo-doc

GOAL: find doc. di closest to q

— angular cosine measure used: –i = cos µi = qT di=(kqk2kdik2)



Example from Berry’s book
Terms Documents

T1: Bab(y,ies,y’s) D1: Infant & Toddler First Aid

T2: Child(ren’s) D2: Babies & Children’s Room (For Your Home )

T3: Guide D3: Child Safety at Home

T4: Health D4: Your Baby’s Health & Safety : From Infant to Toddler

T5: Home D5: Baby Proofing Basics

T6: Infant D6: Your Guide to Easy Rust Proofing

T7: Guide D7: Beanie Babies Collector’s Guide

T8: Safety

T9: Toddler
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Geometry of VSM for 3d vectors

vsmanimation.html



Latent Semantic Indexing (1990s)

Susan Dumais’s improvement to VSM = LSI

Idea: use low-rank approximation to A to filter out noise

† Great Idea! 2 patents for Bell/Telcordia

— Computer information retrieval using latent semantic structure. U.S. Patent No.

4,839,853, June 13, 1989.

— Computerized cross-language document retrieval using latent semantic indexing.

U.S. Patent No. 5,301,109, April 5, 1994.

(Resource: USPTO http://patft.uspto.gov/netahtml/srchnum.htm)



Singular Value Decomposition

Am£n: rank r term-by-document matrix

† SVD: A = U§ VT =
Pr

i=1
¾iuiv

T
i

† LSI: use Ak =
Pk

i=1
¾iuiv

T
i in place of A

† Why?

— reduce storage when k << r

— filter out uncertainty, so that performance on text mining
tasks (e.g., query processing and clustering) improves



LSI Demos

† Telcordia LSI Demo: http://lsi.research.telcordia.com/lsi-bin/lsiQuery

† Netlib LSI Demo: http://www.netlib.org/cgi-bin/lsiBook



Nonnegative Matrix Factorization (2000)

Daniel Lee and Sebastian Seung’s Nonnegative Matrix Factorization

Idea: use low-rank approximation with nonnegative factors to improve LSI

Ak = Uk §k VT
k

nonneg mixed nonneg mixed

Ak = Wk Hk

nonneg nonneg nonneg



Properties of NMF

† can restrict W, H to be sparse

† Wk, Hk ‚ 0 ) immediate interpretation (additive parts-based rep.)

EX: large wij’s ) basis vector wi is mostly about terms j

EX: hi1 how much doc1 is pointing in the “direction” of topic
vector wi
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Interpretation of Basis Vectors
MED dataset (k = 10)
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Interpretation of Basis Vectors

MED dataset (k = 10)
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Computation of NMF
(Lee and Seung 2000)

Mean squared error objective function

min kA ¡ WHk2 s:t: W; H ‚ 0

————————————————————————

W = abs(randn(m,k));

H = abs(randn(k,n));

for i = 1 : maxiter

H = H .* (WT A) ./ (WT WH + 10
¡9);

W = W .* (AHT ) ./ (WHHT + 10
¡9);

end
————————————————————————

Many parameters affect performance (k, obj. function, sparsity constraints, algorithm, etc.).

— NMF is not unique!



insert GoogleMission.pdf



the pre-1998 Web
Yahoo

† hierarchies of sites

† organized by humans

Best Search Techniques

† word of mouth

† expert advice

Overall Feeling of Users

† Jorge Luis Borges’ 1941 short story, The Library of Babel

When it was proclaimed that the Library contained all books, the first impression was one

of extravagant happiness. All men felt themselves to be the masters of an intact and

secret treasure. There was no personal or world problem whose eloquent solution did not

exist in some hexagon.

... As was natural, this inordinate hope was followed by an excessive depression. The

certitude that some shelf in some hexagon held precious books and that these precious

books were inaccessible, seemed almost intolerable.



1998 ... enter Link Analysis

Change in User Attitudes about Web Search

Today

† “It’s not my homepage, but it might as well be. I use it to ego-surf. I use it to read

the news. Anytime I want to find out anything, I use it.” - Matt Groening, creator and

executive producer, The Simpsons

† “I can’t imagine life without Google News. Thousands of sources from around the

world ensure anyone with an Internet connection can stay informed. The diversity of

viewpoints available is staggering.” - Michael Powell, chair, Federal Communications

Commission

† “Google is my rapid-response research assistant. On the run-up to a deadline, I may

use it to check the spelling of a foreign name, to acquire an image of a particular

piece of military hardware, to find the exact quote of a public figure, check a stat,

translate a phrase, or research the background of a particular corporation. It’s the

Swiss Army knife of information retrieval.” - Garry Trudeau, cartoonist and creator,

Doonesbury



Web Information Retrieval
IR before the Web = traditional IR

IR on the Web = web IR
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A Herculean Task!



Web Information Retrieval
IR before the Web = traditional IR

IR on the Web = web IR

How is the Web different from other document collections?

† It’s huge.
– over 10 billion pages, each about 500KB

– 20 times size of Library of Congress print collection

– Deep Web - 550 billion pages

† It’s dynamic.
– content changes: 40% of pages change in a week, 23% of .com change daily

– size changes: billions of pages added each year

† It’s self-organized.
– no standards, review process, formats

– errors, falsehoods, link rot, and spammers!

† Ah, but it’s hyperlinked !
– Vannevar Bush’s 1945 memex



Elements of a Web Search Engine
WWW

Crawler Module User

Indexing Module

Indexes

Query Module
Ranking Module

Content Index

Structure Index

Special-purpose indexes

Page Repository

Q
u
er

ie
s

R
esu

lts



Indexing Wars
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Search Stats—Google

† received over .5 billion searches per day in 2004

† stores an index of 8.1 billion webpages

† had over 60,000 servers in 2004

† estimated to use over 6,200 TB of disk space



Query Processing

Step 1: User enters query, i.e., aztec baby

Step 2: Inverted file consulted

† term 1 (aardvark) - 3, 117, 3961
...

† term 10 (aztec) - 3, 15, 19, 101, 673, 1199

† term 11 (baby) - 3, 31, 56, 94, 673, 909, 11114, 253791
...

† term m (zymurgy) - 1159223

Step 3: Relevant set identified, i.e. (3; 673)

Simple traditional engines stop here.



Modification to Inverted File

† add more features to inverted file by appending vector to each
page identifier, i.e., [in title?, in descrip.?, # of occurrences]

† Modified inverted file

† term 1 (aardvark) - 3 [0,0,3], 117 [1,1,10], 3961 [0,1,4]
...

† term 10 (aztec) - 3 [1, 1, 27], 15 [0,0,1], 19 [1,1,21], 101 [0,1,7], 673 [0, 0, 3], 1199 [0,0,3]

† term 11 (baby) - 3 [1, 1, 10], 31 [0,0,2], 56 [0,1,3], 94 [1,1,11], 673 [1, 1, 14], 909 [0,0,2], 11114
[1,1,22], 253791 [0,1,6]

...

† term m (zymurgy) - 1159223 [1,1,9]

† IR score computed for each page in relevant set.

EX: IR score (page 3) = (1 + 1 + 27) £ (1 + 1 + 10) = 348

IR score (page 673) = (0 + 0 + 3) £ (1 + 1 + 14) = 48

Early web engines stop here.

Problem = Ranking by IR score is not good enough.



CSC issues in Crawling and Indexing

† create parallel crawlers but avoid overlap

† ethical spidering

† how often to crawl pages, which pages to update

† best way to store huge inverted file

† how to efficiently update inverted file

† store the files across processors

† provide for parallel access

† create robust, failure-resistant system



Link Analysis

† uses hyperlink structure to focus the relevant set

† combine IR score with popularity or importance score

PageRank - Brin and Page )

HITS - Kleinberg )



The Web as a Graph
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Web Graphs
CSC and MATH problems here:

Ð store adjacency matrix

Ð update adjacency matrix

Ð visualize web graph

Ð locate clusters in graph


